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THE SAFETY-CRITICAL SYSTEMS CLUB 

Safety of Autonomous Systems 

The Cumberland Hotel, Marble Arch, London 

4th December 2014 

Autonomous systems represent a new challenge for safety 

engineers. These systems can perform sophisticated tasks without 

any human guidance, often while interacting with other fully 

automated systems. They have to be trusted systems which are 

aware of their environment, able to make decisions, learn from 

experience and adapt to new situations. 

As well as unmanned aerial vehicles and driverless trains, a new 

breed of autonomous devices is entering the consumer space. 

These include robotic vacuum cleaners and lawn mowers, cars 

with ever more automated capabilities and aerial drones which 

follow their operators. 

Some of these devices and systems will be working closely with 

people: trials of driverless vehicles are due to start on UK roads in 

2015.  

How will people interact with such systems? How can we be 

confident in their operation? How do these systems achieve the 

level of safety required? What standards apply? Who will certify or 

approve them? 

This seminar seeks to identify the issues and explore possible 

solutions. 

Cost and registration 

To Club members the cost is £195, including lunch and refreshments (no 
VAT). Non-members pay an extra £95 for Club membership (£15.83 
VAT). Joining instructions and the programme will be sent to registered 
delegates about two weeks before the event. Delegates must book their 
own accommodation (if required). 

 

Safety-Critical Systems Club: I would like to attend the seminar on 4th Dec 2014 

Name .......................................................................................Organisation ....................................................................  

Address ..........................................................................................................................................................................  

Telephone ........................................................ Email .......................................................................... Vegetarian:  Yes/No 

  I am not an SCSC member, so need to join and pay £290   I qualify for the SCSC member rate of £195 

To pay by cheque, please enclose a cheque for £195 or £290, payable to:  Newcastle University (CSR) 

To pay by credit card, please complete the following:    MasterCard     Visa      American Express 

Name on card .......................................................................... Card No ...........................................................................   

Amount to be charged .......................................  Expiry date ..........................................  Security No .............................  

Cardholder’s Address .......................................................................................................................................................  

Please return this registration slip with your payment to:    

Joan Atkinson, Centre for Software Reliability, Claremont Tower, Newcastle University, Newcastle upon Tyne, NE1 7RU 

Phone: 0191 221 2222       Fax: 0191 222 7995       Email: joan.atkinson@newcastle.ac.uk 

H
o

w
 t

o
 H

an
d

le
 A

u
to

n
o

m
y 

Sa
fe

ly
 

mailto:joan.atkinson@newcastle.ac.uk


 

 

Safety of Autonomous Systems 

4th December 2014 

The Cumberland Hotel, Marble Arch, London 

Programme 

09:30 Registration and coffee 

10:00 Introduction  

10:05 Michael Fisher 

University of Liverpool 

"Verifiable Autonomy - Can you Trust your Robots?" 

10:50 Ireri Ibarra 

MIRA Ltd 

“Autonomy in vehicles and road infrastructure as a 

key contributor to road safety” 

11:35 Amira Hamilton  

Cranfield University 

“Safety Engineering of Collaborative Automation” 

12:20 Lunch 

13:20 SCSC update 

13:25 Nick Tudor 

D-RisQ Limited 

“Problems and [Potential] Solutions for Safe 

Autonomous Systems” 

14:10 John Fox  

University of  Oxford 

"From static safety cases to active safety 

management: do we need a new strategy for 

autonomous agents?" 

14:55 Jeremie Guiochet 

LAAS – CNRS 

"Online Safety Monitoring for Autonomous Systems” 

15:40 Tea  

16:00 Panel Discussion 

16:45 Closing remarks  

16:50 Close 

  

 

 

 



 

 

   

Verifiable Autonomy - Can you Trust your Robots? 

 
Michael Fisher 

Professor at the University of Liverpool 

Director of the University's Centre for Autonomous Systems Technology 

 

ABSTRACT 

 

As the use of autonomous systems and robotics spreads, the need for their activities 

to not only be understandable and explainable, but even verifiable, is increasing. But 

how can we be sure what such a system decides to do, and can we really formally 

verify its behaviour? 

   The concept of an "agent" is a widely used abstraction for an autonomous entity. 

While there are several forms of "agent", ranging from the straightforward 

interpretation of an agent as a "process" all the way through to agents that "act like" 

humans, many practical autonomous systems are now based on some form of hybrid 

agent architecture. Increasingly, these more sophisticated agents are required within 

truly autonomous systems that must not only make their own decisions, but must be 

able to explain why they made their choices. 

   In this talk, I will examine these "rational" agents, discuss their essential role in 

autonomous systems, and explain how formally verifying their behaviours can help us 

with safety, trust, and certification. 

~ 

Michael Fisher is Professor of Computer Science and Director of the multi-disciplinary 

Centre for Autonomous Systems Technology (www.liv.ac.uk/cast) at the University of 

Liverpool. His research particularly concerns practical temporal proof, formal 

verification, and autonomous systems, and his recent contributions include developing 

an automated verification system for agent programs, hybrid agent architectures for   

autonomous satellites, the formal verification for use in the certification of 

autonomous unmanned air systems, and the formal verification of swarm robotics. 

He has published extensively with over 100 conference and journal articles. He has 

also been involved in several books, for example editing the "Handbook of Temporal 

Logic in Artificial Intelligence" (Elsevier, 2005), editing several of the "Computational 

Logic in Multi-Agent Systems" workshop proceedings (Springer-Verlag,    

2009/2010/2012), and authoring the textbook "An Introduction to Practical Formal 

Methods using Temporal Logic" (Wiley, 2011). 

He serves on the editorial boards of both the Journal of Applied Logic and the Annals 

of Mathematics and Artificial Intelligence, and is a corner editor for the Journal of 

Logic and Computation. He is a Fellow of both the BCS and the IET, and is currently 

Principal Investigator on the EPSRC projects "Reconfigurable Autonomy", "Verifiable 

Autonomy", and "Trustworthy Robotic Assistants". 

 

 

 



 

 

 

 

 

Autonomy in vehicles and road infrastructure as a key 

contributor to road safety 

 
Ireri Ibarra 

Chief Engineer, Functional Safety, MIRA Ltd 

 

ABSTRACT 

 

This presentation will talk about current aspects of autonomy in today’s vehicles and 

trends; followed by an introduction on achieving higher levels of automation through 

cooperation supported by infrastructure and finally the impact of autonomous 

applications in road safety.  

~ 

 
At MIRA, Ireri has worked with both vehicle OEMs and suppliers on projects involving 

various aspects of the Functional Safety lifecycle of road vehicles, system safety for 

low-carbon technologies and cyber-security for intelligent transportation systems. She 

previously worked as a safety engineer with a vehicle OEM; as well as a safety 

consultant, authoring safety cases for defence systems. 

Ireri holds a BEng in Biomedical Engineering from Universidad Autonoma 

Metropolitana in Mexico City, and a PhD in Engineering from the University of Sussex.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

Safety Engineering of Collaborative Automation 

 
Amira Hamilton  

Researcher at Cranfield University 

Safety Engineer at CGI UK 

 

 

ABSTRACT 

 

There is an ever increasing demand to improve efficiency, raise production rates and 

reduce costs, whilst maintaining or improving quality. This demand is driving the need 

for the automation of many manufacturing processes. The default control measure for 

the risk management of automation in manufacturing has been the use of physical 

guards.  

Aerospace manufacturing processes typically involve a complex mixture of high and 

low skilled tasks, and therefore are a prime example of a system that cannot be 

completely automated. Hence, it is proposed that a collaborative human/robot work 

cell would allow the lesser skilled manufacturing tasks to be allocated to a robot while 

the human operator carries out the more skilled tasks. This would in effect result in 

the design of a semi-automated flexible assembly line where the human and the robot 

work alongside each other and collaborate with each other within a pre-defined, 

shared and safeguarded workspace.  

Work has been undertaken at Cranfield University to investigate the potential for 

using a collaborative robotic system in aerospace manufacturing. The integrated 

safety system was subjected to analysis, in addition to a set of tests based on 

different scenarios of hazardous situations, in order to demonstrate that the proposed 

robot cell design is a viable solution. 

~ 

Amira graduated from Southampton University having studied Aerospace Engineering 

(MEng) and is a member of the IET. Since graduating, Amira has worked as a safety 

engineer, first at QinetiQ and now at CGI IT UK. She has experience in working on a 

number of safety-critical projects, ranging from defence platforms in the air domain to 

space products. She is currently completing a doctorate at Cranfield University, 

researching the safety aspects of collaborative robotic systems. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

Problems and [Potential] Solutions for Safe Autonomous 

Systems 

 
Nick Tudor 

Business Director, D-RisQ Limited 

 

ABSTRACT 

 

This talk will explore some of the issues associated with robotics safety.  It will 

examine a possible way of dividing and conquering the approach to platform and 

system design, including the manner in which software could be shown to be 

acceptably safe within acceptable time and cost.  The issues covered relate to low 

level autonomous behaviour and hence provides a basis from which to move to the 

assurance of more exotic decision making and hence more complex systems. 

 

~  

 
Nick has 20 years’ experience with the Royal Air Force followed by over a decade of 

experience within aerospace, defence and automotive industry with QinetiQ and more 

recently with Tudor Associates and Aeronautique Associates. Nick is a Founder and is 

the Business Director of D-RisQ which produces automated formal methods based 

V&V tools for systems and software which support compliance to many standards. D-

RisQ was this year selected as one of only 7 SMEs to participate in the TSB/UKTI 

Robotics Mission to California.  Nick was an active supporter of the international effort 

to refresh DO-178 and provides training and consultancy in the DO-178C suite of 

documents. He is one of only 4 invited members of the Forum for Aeronautical 

Software following on from the DO-189C working group 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

 

From static safety cases to active safety management: do we 

need a new strategy for autonomous agents? 

 
John Fox  

Professor of Engineering Science, Medical Informatics and Cognitive Systems 

Oxford University 

 

ABSTRACT 

 

When developing safety-critical systems there are a variety of well-known techniques 

for ensuring that risks are "as low as reasonably practicable”. HAZOP and FMEA help 

to anticipate hazardous incidents and identify mitigations. Formal specification and 

verification of algorithms and rigorous testing can reduce software faults. All these 

can contribute to a software safety case, promoting confidence in the design, 

facilitating independent assessment of safety, and providing documentation to support 

long-term maintenance and continuing development. Autonomous software systems 

significantly raise the level of difficulty, however, because it may not be possible to 

anticipate all the situations that might arise in complex environments, and 

autonomous agents may need to make decisions and plan actions dynamically in 

response to changing circumstances, and significant uncertainty. To address this 

challenge Subrata Das and I proposed the concept of a "safety agent” that could 

actively monitor evolving situations, predict hazards and suggest responses, and 

construct arguments about the potential benefits and risks of alternative actions and 

plans. I will revisit this proposal in the context of multi-agent systems in healthcare 

and explore the possibility of developing autonomous agents that can plan patient 

care dynamically and construct safety arguments and safety cases “on the fly”. 

 

Safe and Sound: Artificial Intelligence in Hazardous Applications, J Fox and S Das 

(AAAI and MIT Press 2000) 

 

~ 

 
John Fox is an interdisciplinary scientist with theoretical interests in AI and computer 

science, and an applied focus in medicine and medical software engineering. After 

training in experimental psychology at Durham and Cambridge Universities and post-

doctoral fellowships at CMU and Cornell in the USA and UK (MRC) he joined the 

Imperial Cancer Research Fund (now Cancer Research UK) in 1981 as a researcher in 

medical AI. The group’s research was explicitly multidisciplinary and it subsequently 

made significant contributions in basic computer science, AI and medical informatics, 

and developed a number of successful technologies which have been commercialised. 

In 1996 he and his team were awarded the 20th Anniversary Gold Medal of the 

European Federation of Medical Informatics for the development of PROforma, 

arguably the first formal computer language for modelling clinical decision and 

processes. Fox has published widely in computer science, cognitive science and 

biomedical engineering, and was the founding editor of the Knowledge Engineering 

Review (Cambridge University Press). Recent publications include a research 

monograph Safe and Sound: Artificial Intelligence in Hazardous Applications (MIT 

Press, 2000) which deals with the use of AI in safety-critical fields such as medicine.  

 

 



 

 

 

 

 

Online Safety Monitoring for Autonomous Systems 

 
Jérémie Guiochet 

Assistant Prof., University of Toulouse, LAAS-CNRS 

 

ABSTRACT 

 

Ensuring that safety requirements are respected is a critical issue for the deployment 

of hazardous and complex autonomous systems. We consider a separate safety 

channel, called a safety monitor, checking online that safety rules are respected. Such 

a component is able to partially observe the system and trigger safety-ensuring 

actuations. In an autonomous system, the safety rules may be complex, and change 

according to the execution context and the executed task. Such rules may be complex 

to specify, and some inconsistencies between safety actions may occur. We address 

this issue starting from a risk analysis process based on UML and HAZOP and we 

developed a tool using a model checker to synthetize the safety rules. Our method is 

currently being experimented on a real autonomous mobile robot in collaboration with 

KUKA Labs (German robotics manufacturer). 

 

~ 

 
Dr. Jérémie Guiochet is an assistant professor in University of Toulouse, France. He 

received an Engineer degree in electronics and computer sciences at ENSEIRB, and a 

Ph.D. in computer science from the National Institute of Applied Sciences of Toulouse, 

France in 2003. He provides courses in Computer Science, Industrial Computing, 

Dependability and Risk Management. His research work is conducted in the LAAS-

CNRS in the dependable computing and fault tolerance group (TSF) and relates to 

safety assessment and fault tolerance in safety critical autonomous systems. He has 

been involved in several national and international research projects, and in particular 

in the field of dependable robotics. He was responsible for several tasks in the FP7-

PHRIENDS project and work package leader in the MIRAS project (the latter is a 

national project in the area of medical robotics). This work is being conducted in the 

FP7-SAPHARI project. Dr. Guiochet also participated in the network ResIST (Resilience 

for Survivability in IST) and is a member of the IARP/IEEE-RAS WG on Technical 

Challenges for Dependable Robots in Human Environments. 

 

 

 

 


